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Abstract— Advances in sensor technologies, object detection
algorithms, motion planning frameworks and manipulator
designs have motivated vast leaps in the application of robots
in warehouse automation. A variety of such applications, like
order fulfillment or sorting tasks, require pick-and-place actions
that transfer objects between bins or containers placed in
the robot’s reachable workspace. The challenge in designing
an effective solution to this problem relates to appropriately
integrating multiple components so as to achieve a robust
pipeline that maximizes important metrics for the warehouse
automation industry, such as the number of successful picks
per hour, as well as minimizing failure conditions. This process
involves careful study of workspace design, perception and
picking primitives, as well as motion and task planning.

I. I NTRODUCTION & M ETHOD
There has been significant interest in the deployment of
robotic systems in warehouse automation [1], [2], [3]. Typically robots have been used for large scale industrial setups
to perform repetitive tasks in highly structured environments,
as in automobile manufacturing. Recently, there is a push to
expand the applications of robotic arms in less structured
settings that arise in order fulfillment as well as warehouse
sorting tasks.
Prior work [1], [4] has investigated the importance of
careful design choices in terms of end-effector modalities,
perception systems and planning methods appropriate for the
problem. The current work focuses on a specific challenge
involving two bins in the robot’s reachable workspace on
a tabletop (Fig 1), where the objective is to pick up every
object from the source bin, and transfer all of them to the
target bin, as fast and robustly as possible.
This report describes the considerations that were made
to solve the problem, in terms of workspace design, sensing
methodology, grasping scheme, planning algorithms and a
fast execution pipeline. The demonstration section will recount executions of the pipeline on real-world scenes. The
observations made are not specific to the specific setup, but
can apply to a wide variety of similar applications involving
robotic arms for automation.
A. Hardware
The robot used in the setup is the Kuka IIWA14, which is a
7 DoF arm. A custom designed end-effector solution extrudes
a cylindrical end-effector that ends with a compliant suction
cup, to engage vacuum grasps. A high-power compressor
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Fig. 1. The workspace takes into account reachability with overhand picks.

and valve mechanism is used to generate powerful suction
forces at the end-effector. Two RealSense RGB-D cameras
are mounted on a frame that points them to the respective
bins. This frame is attached to the static base of the robot
such that calibration errors are minimized, in estimating the
positions of the cameras in the robot’s coordinate frame. A
portable computing device is connected to both the cameras
to act as a low-latency interface that publishes the sensing
data to the planning and perception machines. There is an
additional machine that runs the Kuka drivers and controllers.
B. Workspace Design
An effective workspace design can significantly impact
the efficiency of the overall system. A robotic arm m with d
DoFs has a configuration space C ⊂ Rd defining the space of
all possible configurations q ∈ C of the arm. The operation
F K(q) returns an end-effector pose p ∈ SE(3). We define
the reachable task space as the set of all end-effector poses:
T = {p ∈ SE(3) : ∃ q ∈ C so that F K(q) = p}.
The setup is designed as shown in Fig. 1. The annular
blue region represents the subset of the reachable workspace
that allowed for top-down picks for the robot’s end-effector.
Experiments indicate that the radial region between 40cm
and 70cm from the robot center maximizes success for topdown picks, over the range of heights above the tabletop
plane. The bins, represented by red rectangles, are placed
so that they lie inside the reachable region. This promotes
picking strategies that approach the bins from the top.
C. Pose Estimation
The RGB-D data captured by the sensor is passed through
a convolutional neural network trained to perform object segmentation at the image level. This work has explored problems involving multiple object classes, and multiple instances
of the same object, utilizing state-of-the-art solutions, such as

Fig. 2. Top: Perception and picking steps. a) Regularly sample the object mesh and store the pickable subset during preprocessing. b) Mask-RCNN
reports several instances of detected objects. c) The detection with the highest mean world Z-coordinate is used for 6D pose estimation, and point cloud
registration. d) Local search from highest scoring point on registered, pickable point cloud segment returns point with maximum pickable neighborhood. e)
This point is attempted with a top-down suction pick. f) Motions of the arm that affect the pick. Bottom: The complete pipeline in terms of the control and
data flow (gray lines). Red lines represent planned transitions to arm states. Green lines represent precomputed arm motions. The blocks identify detection
(light blue), picking (dark blue) and planning (light red).

FCN [5] and MaskRCNN [6]. Out of all the detected segments
that pass a confidence threshold, only one is selected, that
seems heuristically most promising for overhand picks. The
heuristic criteria maximize the mean global Z-coordinate of
all the RGBD pixels in the segment. Pose estimation [7][8]
is performed over the selected segment, as in Fig. 2. The
estimation returns a registered point set in the observed data,
corresponding to the retrieved object model.
D. Pick Selection
Using the corresponding set of mesh points, the one with
the best pick score is chosen. Scoring calculates the distance
to the center of the object mesh. A continuous neighborhood
of planar pickable points is required to make proper contact
between the suction cup and the object surface. A local
search is performed around the best grasp score point, to
then maximize the pickable neighborhood.
E. Motion Planning
MoveIt! [9] is used for motion planning. Most of
the motions are performed using Cartesian Control, which
guides the arm using end-effector waypoints. Ensuring the
motions to occur in reachable parts of the space increases the
success of Cartesian Control and simplifies motion planning.
In order to decrease planning time, motion between the bins
is precomputed(green lines in Fig 2) using the RRT∗ [10]
algorithm and simply replayed at appropriate times.
F. Task Planning
The pipeline described in Fig. 2 shows the sequence of
task planning steps undertaken to perform continuous Pickand-Place. The gray circles represent the control junctures
between which motion and sensing is parallelized. Instead
of waiting for the sensing and grasp generation, both are
invoked asynchronously at the beginning of moving to the
source bin. Once the motion ends, the grasping point is
available to plan to. The pipeline keeps trying to detect new

grasps till no further segments can be detected in the scene,
which indicates that the source bin is empty.
II. D EMONSTRATION
Experiments were performed on a real-world setup with
multiple objects, either with single or multiple instances. The
pipeline achieved picking rates of up to 250 picks per hour
using the designed pipeline. This substantiates the viability
of the pipeline as a practical automation framework. Related
videos of experimental runs can be found here:
Single-instance: https://youtu.be/LCoUrl0MdJE
Multi-instance: https://youtu.be/ejsmRCVkKsE
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