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Abstract— In this paper we address the problem of unsupervised localization of objects in single images. We employ
deep-learning based generation of saliency maps and region
proposals to tackle this problem. First salient regions in the
image are determined using an encoder/decoder architecture.
The resulting saliency map is matched with region proposals
from a class agnostic region proposal network to roughly
localize the candidate object regions. These regions are further
refined based on the overlap and similarity. Our experimental
evaluations on a benchmark dataset show that the method gets
close to current state-of-the-art methods in terms of localization
accuracy even though these make use of multiple frames.

deployed in challenging environments such as factories,
warehouses, construction sites etc, can encounter custom
made, rarely seen objects of any size and shape.
Our main contribution is a method that combines pixelwise saliency maps that are obtained from a deep semantic
segmentation network and region proposals generated with a
class agnostic region proposal network (RPN). This allows
us to detect potential objects efficiently from single images
without any additional information.

I. INTRODUCTION
Autonomous systems encounter a variety of objects in
real-world scenarios. Reasoning about and interacting with
the environment often involves localizing or recognizing
these objects.
Object recognition [1] and localization [2] have been
extensively studied in the literature. The traditional pipeline
for these tasks is to collect data, train a supervised classifier
and evaluate the system on a benchmark dataset. With
the recent advancements in deep-learning based classifiers
such as Convolutional Neural Network (CNN), significant
improvements in recognition/detection accuracy have been
achieved both for benchmark datasets and real-time systems.

Fig. 1: The problem of object localization. Left: Input of
unannotated single images that contain objects of unknown
categories. Right: The desired output which is bounding-box
localization (show in green) of these objects.
However, most of the datasets are limited to a few hundreds of object categories when it comes to object detection,
localization and segmentation tasks.
In this work we study the object localization problem in a
class-agnostic setting. Our aim is a system that receives an
unannotated image and outputs bounding-boxes that most
likely contain an object. Our motivation is that robots
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Fig. 2: The example outputs of the individual modules at
each step.

II. M ETHOD
Given an RGB image I ∈ I, the goal is to locate an
unknown number of objects oi ∈ OI and mark these with
bounding-boxes. Different from the previous work we have
employed two seperate deep neural networks for saliency
map generation and region proposals. Compared to previous
work our system is fully class-agnostic and requires only
single images.
In order to generate the saliency maps, we employ a
Dilated Residual Network (DRN) architecture which is originally designed for image recognition and pixel-wise semantic
segmentation [3]. For training the network, we have used
the saliency prediction data from LSUN 2017 challenge [4].
We modeled the saliency prediction as binary classification
(salient/background) problem. The traditional saliency data
are 8-bit grayscale images in which intensity (0-255) measures the level of saliency [5]. For our method, we have
binarized the graysale saliency maps in the dataset using a
threshold of tps = 127. As a result, our resulting saliency
maps have binary output as seen in Fig.2 (top image) where
the dark purple colored pixels are non-salient while solid
pink pixels are salient.
For generating the region proposals, we employ a class
agnostic region proposal network (RPN) mentioned in [6].

This RPN which is originally proposed in [7] is a shallow
network that is designed to generate region proposals by
using the convolutional feature maps. Smooth L1 regression
loss is used during the training of the network. Example
bounding-box proposals obtained from this RPN is shown in
Fig. 2 (bottom image).
For the cue fusion part, we start by computing the centroids of salient regions and store them as fixation points. The
region proposals which do not contain any fixation points are
discarded. Then we perform non-maximum suppression with
threshold tnms to the remaining region proposals for pruning
highly overlapping ones. If there are any low overlapping
boxes, we perform color histogram comparison based on
threshold thist for deciding whether to join them or not. The
final output of this method is the candidate object regions.
Fig. 2 shows outputs of our modules for the class-agnostic
object localization pipeline.

TABLE II: CorLoc(%) results for KTH Handtool dataset.
Camera Type

Camera1

Camera2

Illumination
Artificial
Natural
Directional
Artificial
Natural
Directional

Hammer
23.1
37.5
23.0
34.3
14,3
21.5

Object Type
Plier
Screwdriver
63.7
38.3
58.6
31.0
59.0
27.5
59.7
29.3
47.5
15.7
58.9
31.0

and the environmental changes are more obvious. Secondly,
we see that the most successfully localized category is plier
despite its size being smaller than the other two categories.
This is probably due to the more textured structure of the
tool compared to hammers and screwdrivers.
Fig. 3 shows some successful localizations of our system
in different illumination conditions and viewpoints.

III. E XPERIMENTS
Our experimental evaluation consists of two parts. In the
first we compare to the state-of-the-art methods presented
in [8], [9] and [10] on the same benchmark dataset as they
use. In the second part we evaluate our method using KTH
Handtool dataset [11]. For evaluation, we use the correct
localization (CorLoc) metric which is based on the Jaccard
similarity coefficient J(A, B) = A∩B
A∪B [9]. If J(A, B) > 0.5
then the object is considered as localized correctly.
A. Object Discovery Dataset
The first experiment is performed on the dataset from [8].
The localization dataset contains 100 images for each of the
3 categories that are airplane, car and horse. Our localization
results together with the other approaches are given in Table
I.
TABLE I: CorLoc(%) results for Object Discovery dataset.
Methods
Rubinstein et al. [8]
Tang et al. [10]
Cho et al. [9]
Ours

Airplane
74.39
71.95
82.93
81.7

Car
87.64
93.26
94.38
86.5

Horse
63.44
64.52
75.27
62.3

Average
75.16
76.58
84.19
76.8

As seen from the table, our approach does not beat the best
performing method but is comparable to the other methods in
terms of average accuracy. However, all the other approaches
require multiple images and/or a few iterations for achieving
the final result. As seen in [9], their first iteration scores are
around 70%.
B. KTH Handtool Dataset
We also evaluated our approach on KTH Handtool dataset.
Table II shows the obtained results. Because of space constraints, we show only the average category results instead
of individual instance results.
From the results, it can be clearly seen that this dataset is
more challenging compared to the Object Discovery dataset
since the objects of interest are not dominating the scene

Fig. 3: Example correct localizations from KTH Handtool
dataset. The columns from left to right shows artificial,
natural and directional illumination. Top row: Results from
Camera1 . Bottom row: Results from Camera2 .
IV. C ONCLUSION
In this paper, we have presented an approach for classagnostic object localization in single images by fusing
saliency maps and region proposals which are generated by
two separate deep neural networks. Our approach performs
similar to state-of-the-art methods on a benchmark dataset
in terms of average localization accuracy with one-shot
processing. In future work we plan to improve the cue fusion
part of our method to be able to distinguish individual object
localizations from localizing smaller parts of a bigger object
in multi-object localization scenarios.
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